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1 Basic facts

Definition. A tree is a connected graph without cycles. A forest is a graph without cycles. In
a tree or a forest, a vertex of degree one is called a leaf.

Proposition 1.1. Every tree with at least two vertices has a leaf.

Proof. Take a longest path x0x1 · · ·xk in the tree (so k ≥ 1, since the tree has at least two
vertices). A neighbor of x0 cannot be outside the path, since then the path could be extended.
But if x0 were adjacent to xi for some i > 1, then x0x1 · · ·xix0 would be a cycle. So the only
neighbor of x0 is x1, and x0 is a leaf. (Of course, the same works for xk, so there are at least
two leaves.)

Proposition 1.2. Any tree T satisfies |E(T )| = |V (T )| − 1.

Proof. We use induction on the number of vertices. If |V (T )| = 1, then |E(T )| = 0. Otherwise,
Proposition 1.1 gives a leaf x0 of T . Let T ′ be the graph obtained by removing x0 and its only
edge. Then T ′ is connected, since for any x, y ∈ V (T ′) there is a path from x to y in T , and this
path cannot pass through x0, so it is also a path in T ′. Since T has no cycles, neither does T ′,
so T ′ is a tree. By induction we have |E(T ′)| = |V (T ′)|−1, so plugging in |E(T ′)| = |E(T )|−1
and |V (T ′)| = |V (T )| − 1 give the desired formula.

Corollary 1.3. Any forest F satisfies |E(F )| = |V (F )| − c(F ), where c(F ) is the number of
connected components of F .

Proof. Each connected component T of F is a tree, so Proposition 1.2 gives |E(T )| = |V (T )|−1.
Summing up over the c(F ) components gives the desired formula.

Proposition 1.4. A graph G is a tree if and only if for all x, y ∈ V (G) there is a unique path
between x and y.

Proof. First suppose we have a graph G in which any two vertices are connected by a unique
path. Then G is certainly connected. Moreover, if G contained a cycle x0x1 · · ·xkx0, then x0xk

and x0x1 · · ·xk would be two distinct paths between x0 and xk. Hence G is a tree.
Suppose G is a tree and x, y ∈ V (G). Since G is connected, there is at least one path from

x to y. Suppose there are two paths P 6= P ′ from x to y. If these paths only intersect at x and
y, we can immediately combine them into a cycle, but in general the paths could intersect in a
complicated way, so we have to be careful. The paths P and P ′ could start out from x being
the same; let u be the last vertex at which they are the same. Let v be the first vertex after u
on P that is again on P ′. Then there is a cycle that goes along P from u to v, and then back
along P ′ from v to u. This is a contradiction, so there is a unique path from x to y in G.

We introduce some notation for adding and removing edges in graphs. Given a graph G,
we write G+ xy for the graph with vertex set V (G)∪ {x, y} and edge set E(G)∪ {xy} (one or
both of x, y could already be in G). We also write G− xy for the graph with vertex set V (G)
and edge set E(G)\{xy}.

1



Proposition 1.5. Let T be a tree. If xy ∈ E(T ), then T − xy is not connected. If xy 6∈ E(T )
and x, y ∈ V (T ), then T + xy contains a unique cycle.

Proof. Let xy ∈ E(T ). Suppose that T −xy is connected. Then there is a path in T −xy from
x to y. Combining this path with xy gives a cycle contained in T , which is a contradiction.

Let xy 6∈ E(T ) and x, y ∈ V (T ). By Proposition 1.4, there is a unique path in T from x to
y. Combining this path with xy gives a cycle in T +xy. If there were a second cycle in T +xy,
it would also have to contain xy. Then removing xy from this cycle would give a second path
from x to y in T , contradicting the uniqueness of the path.

2 Spanning trees and basic algorithms

Definition. A spanning tree of a graph G is a tree T with |V (T )| = |V (G)|.

Proposition 2.1. A graph G is connected if and only if it has a spanning tree.

Proof. If G contains a spanning tree T , then any two vertices in V (G) are connected by a path
in T , which is also a path in G. Therefore G is connected.

If G is connected, the following algorithm shows that G has a spanning tree. Arbitrarily
pick x ∈ V (G) and consider it as a tree T . Repeat the following for as long as possible. For
every y ∈ V (G)\V (T ), check if y is adjacent to a vertex z in V (T ), and if so, replace T by
T + yz.

The algorithm continues until V (T ) = V (G), at which point T is a spanning tree. Indeed,
it is a tree since every edge that we add has exactly one endpoint in the tree. It is spanning,
because if there is still a vertex y ∈ V (G)\V (T ) when the algorithm terminates, then the
connectedness of G implies that there is a path from y to x. Somewhere on this path there
must be a vertex v of T adjacent to a vertex w not in T , so the algorithm can still add w, and
cannot have terminated.

The proof of Proposition 2.1 gives a very simple algorithm for finding a spanning tree. It is
of course not defined very formally; in particular, we did not specify how to pick y. We could
do that by putting an arbitrary order on V (G), and going over the vertices in that order.

Using this informal algorithm, we can give algorithms for the following basic tasks.

• Determine if G is connected: If the algorithm from the proof of Proposition 2.1 finds a
tree T with V (T ) = V (G), then G is connected; otherwise G is disconnected.

• Find the connected components of G: For a graph that is not connected, the algorithm will
find a spanning tree of a connected component of G; repeat this to get all the components.

• Determine if G contains a cycle: Find the connected components. If some connected
component H has |E(H)| 6= |V (H)| − 1, then it contains a cycle, because it contains a
spanning tree and at least one more edge. If |E(H)| = |V (H)| − 1 for every component,
then each component is equal to its own spanning tree, so the graph has no cycle.

3 Distances and breadth-first search

We saw one way of obtaining a spanning tree of a graph, but this is certainly not the only way.
We will now see a more specific algorithm that gives a spanning tree with special properties,
called a breadth-first search tree or BFS tree. This algorithm lets us answer various natural
questions, like determining the distance between two vertices.
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Definition. Let G be a graph. For two vertices x, y ∈ V (G), the distance d(x, y) = dG(x, y) is
the length of a shortest path between x and y.
The diameter of G is the length of the longest shortest path: diam(G) = maxx,y∈V (G) d(x, y).

Given a graph G and a subgraph H ⊂ G, we define

∂(H) = {xy ∈ E(G) : x ∈ V (H), y 6∈ V (H)}

for the set of edges going from vertices of H to vertices not in H. The algorithm in the proof of
Proposition 2.1 worked by repeatedly adding an edge from ∂(T ) to the current tree T . Another
bit of terminology: To single out one vertex of a tree, we refer to it as a root.

BFS Algorithm (given a graph G and a root r ∈ V (G))

(1) Let T be the graph consisting only of r;

(2) Set S = ∂(T );

(3) For all xy ∈ S, if T + xy does not contain a cycle, replace T by T + xy;

(4) If ∂(T ) 6= ∅, go back to (2);

(5) If |E(T )| = |V (G)| − 1, return T ; else return “disconnected”.

Proposition 3.1. Let G be a connected graph. The BFS Algorithm lets us find the shortest
path between any two vertices in G.

Proof. Let r, s ∈ V (G) be the vertices between which we want to find the shortest path. Run
the BFS Algorithm with root r. Give a vertex x the label f(x) = k if x was added to T
in the kth iteration of Step 3 (and label f(r) = 0). We prove by induction on f(x) that
f(x) = dT (r, x) = dG(r, x) for all x. It trivially holds for x = r.

If f(x) = k, then by construction x is adjacent (in T and G) to a vertex y with f(y) = k−1,
and by induction we have dT (r, y) = dG(r, y) = k− 1. So there is a path (in T and G) of length
k − 1 from r to y, which gives a path (in T and G) of length k from r to x. Moreover, there
cannot be a shorter path in G from r to x, because then dG(r, x) < k, so by induction we would
have f(x) = dG(r, x) < k, a contradiction.

Knowing that dT (r, x) = dG(r, x), we can find the shortest path from r to x in G by finding
the shortest path in T . To do that, we have to keep track of the “predecessor” of each x that
we add in step (3); i.e., the vertex p with f(p) = f(x) − 1 that x is connected to. Then, to
find the shortest path from r to s, we start from s and repeatedly take the predecessor, until
we reach r.

Aside from letting us find shortest paths, the BFS algorithm lets us compute distances, and
it also gives us algorithms for the following tasks on G.

• Compute diam(G): For each pair of vertices, we can find a shortest path and thus the
distance. Do this for all pairs and take the largest distance.

• Find a shortest cycle in G: For every edge xy, find a shortest path between x and y in
G− xy (if it exists); combine this path with xy to get a cycle. Compare all these cycles
to find the shortest.
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Some of these algorithms are very inefficient, but they are already much better than brute
force approaches that go over all possible answers. There are all kinds of algorithms that do
these tasks faster, but in this course, we don’t care too much about efficiency, and we focus
on the graph-theoretical aspects (in particular, proving that the algorithms work). For more
sophisticated algorithms, we suggest taking a course in Combinatorial Optimization.

The problem of finding a shortest path is more interesting if we have a weight function
w : E(G) → R+, and we want a path P for which the total weight

∑
e∈P w(e) is minimal.

The BFS algorithm above does not do this, because it finds a path with the fewest edges,
whereas a minimum-weight path may use many lightweight edges. Nevertheless, the best known
algorithm for finding minimum-weight paths, known as Dijkstra’s algorithm, is based on this
BFS approach.

4 Minimum-weight spanning trees

Another natural algorithmic problem is the minimum-weight spanning tree problem. For a
graph G with a weight function w : E(G) → R+, we want a spanning tree T whose total
weight w(T ) =

∑
e∈E(T )w(e) is minimal (or determine that there is none, which means G is

disconnected). It is easy to imagine an application with locations that have to be connected
by a network of roads, which has to be done with the total road length as small as possible.

The easiest thing to try is what is called a “greedy” approach: Repeatedly add the smallest
edge, while preserving connectedness and acyclicity (i.e., maintain a tree all along).

Greedy Tree-Growing Algorithm

(1) Start with T being any vertex;

(2) Find e ∈ ∂(T ) with minimum w(e); if ∂(T ) = ∅, go to (4);

(3) Replace T by T + e; go to (2);

(4) If |E(T )| = |V (G)| − 1, return T , else return “disconnected”.

Theorem 4.1. The Tree-Growing Algorithm returns a minimum spanning tree, if it exists.

Proof. Suppose the algorithm returns T , and let e1, . . . , en−1 be the order in which the edges of
T are selected. Let T ∗ be a minimum-weight spanning tree that shares as many initial vertices
with T as possible; in other words, to each minimum-weight spanning tree T ∗ associate the
smallest i such that ei 6∈ T ∗, and choose the T ∗ with the largest i. If T = T ∗, then we are done,
so assume T 6= T ∗.

Let e be the first edge not in T ∗ that was picked by the algorithm, and let T ′ be the tree
that the algorithm had before it picked e. Since e 6∈ T ∗, adding e to T ∗ creates a unique cycle
by Proposition 1.5. There must be an edge f 6= e in that cycle for which f ∈ ∂(T ′), since the
cycle leaves T ′ via e and must somehow re-enter T ′. Since the algorithm chose e over f , we
must have w(e) ≤ w(f).

Now T ∗∗ = T ∗+e−f is a tree (because the unique cycle containing e is broken by removing
f) with w(T ∗∗) ≤ w(T ∗), so T ∗∗ is also a minimum-weight spanning tree. But T ∗∗ shares more
initial vertices with T than T ∗, contradicting the definition of T ∗. It follows that T = T ∗, and
T is minimum.

There are different greedy approaches for finding a minimum spanning tree, where a different
property is preserved in the process. In Problem Set 2, we will see two such algorithms, one that
greedily grows a forest, and one that greedily removes edges while keeping the graph connected.
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