
5 General Matchings

5.1 Flowers and blossoms • 5.2 Blossom Algorithm • 5.3 Postman Problem

The graph G is undirected. A few definitions that I haven’t mentioned yet: A walk in G is
a sequence v0v1 · · · vm of vertices such that each vivi+1 ∈ E(G) (so a walk is like a path, but
vertices may occur more than once). A walk is closed if vm = v0. A tour is a closed walk
that passes through all the vertices. There are corresponding definitions for directed graphs,
but we will not need those here.

5.1 Flowers and blossoms

As we saw, given a matching in any graph, bipartite or not, the matching is not maximum
if and only if there exists an augmenting path. For bipartite graphs, we could find such an
augmenting path using a simple trick, directing the matching edges from B to A and non-
matching edges in the other direction. For nonbipartite graphs, this trick is not available,
and this makes finding augmenting paths harder.
We can try to do it as follows. Given a graph G with matching M , define a directed graph
DM by V (DM) = V (G) and

E(DM) = {ab : ∃v ∈ V (G) with av ∈ E(G), vb ∈M}.

−→

−→

Simply put, an edge in DM corresponds to a non-matching edge followed by a matching edge
in G. Hence a (directed) path P in DM gives an M -alternating walk in G; we will denote
this (undirected) walk by π(P ).
Define, as before, S = V (G)\(∪M), the set of vertices unmatched by M . Given an un-
matched vertex a ∈ S, an M -augmenting path corresponds (if we omit the last edge) to a
path in DM from a to a neighbor of another unmatched b, i.e. a path from a to N(S\a).
Finding such a path P in DM is easy, but the problem is that π(P ) might not be a path,
but a walk.
Fortunately, when π(P ) is not a path, it will have a specific form. We define an M-flower in
G to be an even M -alternating path v0v1 · · · vt with another edge vtvi for some even i < t.
So an M -flower consists of an even M -alternating path v0 · · · vi, attached to an odd cycle
vi · · · vtvi, which is almost alternating, except that vivi+1 and vtvi are both not from M . We
call that odd almost-alternating cycle an M-blossom, and the even path the stem.
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The following pictures illustrate the two things that can basically happen when we find a
path from S to N(S) in DM . Vertices in S are labelled with a circle, vertices in N(S) with
a square. The thick edges in DM form a directed path from S to N(S).
In the first picture, the path in DM corresponds to an augmenting path in G (minus its last
edge).

−→

In the second picture, we have a path from S to N(S) in DM , but it does not correspond to
an alternating path in G, but to an alternating walk. That walk in fact forms an M -flower.

−→

If we took any path, more complicated things could happen, but if we take shortest paths,
then the two situations above are basically the only possibilities. The only exception (which
complicates the statement of the lemma below a bit) is when π(P ) is a path that ends up
at a neighbor of its first vertex, which is not a neighbor of any other vertex from S. But in
that case, adding one edge turns π(P ) into an M -flower whose stem is just one vertex.

Lemma 5.1. Let P be a shortest path form S to N(S) in DM . Then either π(P ) can be
extended by one edge to an M-augmenting path, or it is an M-flower, or it can be extended
by one edge to an M-flower.

Proof. If π(P ) is a path but cannot be extended to an augmenting path, that must be
because its last vertex in N(S) is a neighbor of its first vertex v0, but not of any other vertex
in S. Then adding the edge to v0 gives an M -flower (whose stem is just v0). This is exactly
the third option in the statement.
Assume π(P ) is not a path and write it as v0v1 · · · vk. Choose i < j with vi = vj and j as
small as possible, so v0v1 · · · vj−1 is a path.
The three edges vi−1vi, vivi+1 and vj−1vj = vj−1vi all touch vi, so only one of them can be
a matching edge, and either vi−1vi or vivi+1 must be one, because the path is alternating.
So vj−1vi is not a matching edge, and vjvj+1 = vivj+1 is a matching edge (possibly equal to
vivi−1 or vivi+1), and j is odd.
If vivi+1 were the matching edge touching vi, then we must have vj+1 = vi+1, which means
v0v1 · · · vivj+1 · · · vk is a shorter SN(S)-path v0v2 · · · vi−1vj+1 · · · vk in DM , contradiction.
So vi−1vi is the matching edge touching vi, which implies that i is even, which means that
v0v1 · · · vj−1vi is an M -flower.

Note that in a bipartite graph, there are no odd cycles, so no blossoms, hence a short-
est SN(S)-path automatically gives an M -augmenting path. This is what we used in the
augmenting path algorithm, except that there was a simpler version of DM , thanks to the
bipartiteness.
To get an algorithm for general graphs, we would have to find a shortest SN(S)-path in DM
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that is not a flower. Unfortunately, we don’t know an algorithm for finding a path under
such a restriction (just as we don’t have an algorithm for finding a path between two sets
with the restriction that it is alternating). Of course, we could just look for all SN(S)-paths,
until we find one that is not a flower, but this will take exponential time.
The idea that solves this problem was introduced by Jack Edmonds, in a paper from 1965
(which, by the way, introduced the notion of a polynomial-time algorithm). We can shrink
the blossom to a point, and then look for an augmenting path in the resulting graph, which
has fewer vertices. As we prove below, an augmenting path in the graph with shrunken
blossom gives an augmenting path in the original graph.
So we can take a shortest SN(S)-path in DM ; if it is an alternating path in G, then we can
augment M right away; if not, we have a flower, so we shrink the blossom and recursively find
an augmenting path in the smaller graph (which might involve more shrinking), which gives
us an augmenting path in G on which we augment M . We also prove that if the shrunken
graph has no augmenting path, then neither does G, so M is maximum.

First we introduce notation for shrinking a subgraph H of G. We formally define G/H by

V (G/H) = (V (G)\V (H)) ∪ {h}, E(G/H) = (E(G)\(E(H) ∪ δ(H))) ∪ {ah : a ∈ N(H)}.

So we remove the vertices of H, replace them by a single vertex h, then remove all edges
that touch a vertex of H, and connect a vertex to h if it was previously connected to some
vertex of H. For a matching M in G, viewed as a set of edges, we define M/H by

M/H = (M\(E(H) ∪ δ(H))) ∪ {ah : ∃b ∈ H with ab ∈M}.

So we remove from M any edges inside H, and replace edges to H by edges to h. Note
that in general, M/H need not be a matching, because it might have more than one edge
touching h, if before there was more than one matching edge in δ(H). Fortunately, if H is
a blossom, then M/H will be a matching.

Lemma 5.2. Let B be an M-blossom in G. Then M is a maximum-size matching in G if
and only if M/B is a maximum-size matching in G/B.
Also, from an M/B-augmenting path in G/B one can construct an M-augmenting path in
G in polynomial time.

Proof. Suppose M is not maximum, so there is an M -augmenting path P in G. If P is
vertex-disjoint from B, then P is also an M/B-augmenting path in G/B, so assume P
passes through one or more vertices of B. For convenience, we can assume that B has an
unmatched vertex r, since we can swap matching and non-matching edges along the stem to
make this the case. This implies that the shrunken vertex b in G/B is unmatched. One of
the endpoints of P must be distinct from r, call it s. Then starting from s, P must enter B
by a non-matching edge uv. In G/B, the part of P starting from s and ending with ub is an
M/B-augmenting path.
Suppose M/B is not maximum, so there is an M/B-augmenting path P in G/B. If P does
not pass through b, then P is also an M -augmenting path in G, so assume it does. If b is one
of the unmatched endpoints of P , then B has an unmatched vertex r, and we can replace
b in P with the path from the first vertex of B that it meets, along one of the sides of the
blossom (whichever one gives an alternating path), to b. This is an M -augmenting path in
G. If b is not an endpoint of P , then P must have a matching edge and a non-matching edge
touching b. Replacing b with one of the two paths along the blossom then makes P into an
M -augmenting path in G. The second statement follows.

The second statement of the lemma needs to be included, because it is crucial to the algo-
rithm, but it does not follow directly from the first statement of the lemma.
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5.2 The Blossom Algorithm

Now we can give the algorithm. Because it is recursive (rather than just iterative like
our previous algorithms), we’ll have to separate the finding of an augmenting path into a
subroutine.

blossom(G,M) (returns an M -augmenting path in G, or “none” if none exists)

1. Set S = V (G)\(∪M);

2. Set DM = {ab : ∃v ∈ V (G) with av ∈ E(G), vb ∈M} (a directed graph);

3. Find a shortest path P in DM from S to NG(S); if none exists, stop, return “none”;

4. If π(P ) can be extended (by one edge) to an augmenting path P ′, then return P ′;

Otherwise it gives an M -flower, which has a blossom B;

Compute Q =blossom(G/B,M/B);

Return the M -augmenting path in G constructed from Q as in Lemma 5.2.

Blossom algorithm for a maximum cardinality matching in G

1. Set M = ∅;

2. Greedily add as many edges to M as possible;

3. Compute P =blossom(G,M); if P =“none”, go to 5;

4. Augment M on P ; go to 3;

5. Return M .

Note that step 2 won’t effect the worst-case running time much, but it makes a huge difference
when actually doing an example.

Theorem 5.3. The blossom algorithm terminates in polynomial time, and correctly returns
a maximum matching.

Proof. The number of augmentations is bounded by |V |, and in each augmentation step, the
number of recursive calls to blossom is also bounded by |V |, since |G/B| < |G| each time.
And in each recursive call, finding the path P in G/B takes O(|E|) steps, and extending it to
a path in G is polynomial by Lemma 5.2 (in fact it is O(|V |)). So the algorithm terminates
in polynomial time (it’s O(|V |4)).
When it terminates with M , the last recursive call to blossom must have returned “none”,
so after some sequence of shrinkings, DM has no SN(S)-path at all, which means that there
is no augmenting path in that shrunken graph, which implies by (repeated applications of)
Lemma 5.2 that there is no M -augmenting path in G. Therefore M is maximum.
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5.3 Postman Problem

Just like for bipartite graphs, there is also an algorithm for maximum weight matchings or
minimum weight perfect matchings for general graphs. However, we will not cover it in this
course, not because it is too difficult, but just to save some time. Another reason is that
it doesn’t really require new ideas, but it combines things that we’ve already seen, namely
shrinking blossoms and the primal-dual approach.
We will state the existence of this algorithm here as a theorem (without proof), because we
will use it several times, including in this section on the postman problem. So we will use
this algorithm as a “black box”.

Theorem 5.4. There is a polynomial-time algorithm that finds a minimum weight perfect
matching in a graph G with weights w : E(G)→ R, if one exists.

The postman problem is related to the Euler tour problem, which you have seen in the first
problem set. We recall the facts quickly.

• An Euler tour in an undirected graph is a tour that uses every edge exactly once.

• A graph G has an Euler tour if and only if it is connected and each vertex has even
degree.

• There is a polynomial algorithm that finds an Euler tour in any connected graph with
even degrees. We describe it informally.
From a given vertex, trace a closed walk using that every vertex it enters must have an
unused edge, until we can’t go on, which must be because we are back at the starting
vertex. Then remove the edges of this closed walk, and from any vertex of the walk
that still has edges, recursively find a closed walk using this vertex, and insert this into
the main closed walk.

• This algorithm also works for multigraphs, where there are allowed to be multiple edges
between two vertices.

The Euler tour algorithm, Dijkstra’s algorithm, and the minimum weight perfect matching
algorithm (as a black box) together give an algorithm for the following problem. (It is
sometimes oddly called the Chinese postman problem, because it was first studied by a
Chinese mathematician. A more politically correct name is postperson problem, and a more
boring one is route inspection problem).

Postman problem: Given a connected graph G, with weight function w : E → R≥0,
find a minimum-weight tour that uses each edge at least once (a minimum postman tour).

Postman algorithm for a connected graph G

1. Let U = {v ∈ V (G) : deg(v) odd};

2. For each pair u, v ∈ U , find a shortest uv-path Puv in G with weight w;

3. Let H be the complete graph on U , with weights d(uv) = w(Puv);

4. Find a minimum-weight perfect matching M in H with weights d;

5. Construct a multigraph G′ by adding to G a second copy of each edge in each Puv;

6. Find an Euler tour T in G′, and return T (as a walk in G).
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Theorem 5.5. The postman algorithm terminates in polynomial time and correctly returns
a minimum postman tour.

Proof. To check well-definedness, observe that shortest paths exist because the weights are
nonnegative, that perfect matchings exist in H since it is complete, and that an Euler tour
exists in G′ since we have added an odd number of edges at each odd-degree vertex, and
an even number of edges at each other vertex (actually, exactly 1 is added at odd-degree
vertices, and 0 or 2 otherwise, but we won’t need that).
The algorithm is clearly polynomial, since we find a shortest path ≤ |V |2 times (probably
with Dijkstra, since the weights are nonnegative), and then use minimum-weight perfect
matching and Euler tour algorithms once each.
The found tour T is clearly a tour and visits each edges at least once. We just have to prove
that it is minimum. The edge set of any postman tour gives a function n : E(G)→ Z≥1 (the
number of times it uses that edge). Then N = {e : n(e) > 1} consists of paths Pi between
odd-degree vertices, and cycles (by a constructive argument that we’ve seen several times
now). If 2m is the number of odd-degree vertices, than the number of paths is m. So for
any postman tour we have

∑
e∈E

n(e) = |E|+
∑
e∈N

(n(e)− 1) ≥ |E|+
m∑
i=1

w(Pi).

But the sum on the right is exactly what is minimized for T , so T is minimum.
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