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10.1 Definition

Consider a general minimization problem, asking for a feasible object S such that its value
w(S) is minimum. Write S∗ for an optimum solution.
A k-approximation algorithm (with 1 ≤ k ∈ R) for such a problem is a polynomial algorithm
that returns a feasible object S such that

w(S) ≤ k · w(S∗).

The number k is called the approximation factor. One could make a similar definition for
maximization problems, with 0 < k ≤ 1, but actually all the problems that we will see
approximation algorithms for happen to be minimization problems.

Remarks:
- This definition of an approximation algorithm depends on a worst-case bound, which means
that an algorithm might have a worse approximation factor than another one, but do much
better in practice. For instance, the “average” quality of approximation might be better
(although it would be tricky to define “average”). The situation is a bit similar to using
worst-case bounds for the running time of an algorithm.
- An optimization problem need not have any approximation algorithm at all. Set Cover
and general TSP, for instance, do not have a k-approximation algorithm for any k (we will
prove this for TSP in the next lecture). In this case, it might still be worth it to consider
algorithms where the approximation factor depends on the size of the input. For instance,
we will see a log(n)-approximation algorithm for Set Cover, where n = |X| is the size of
the ground set.
- When there is a polynomial reduction from problem A to problem B, we know that a
polynomial algorithm for B gives a polynomial algorithm for A. But this does not imply
that a k-approximation algorithm for B also gives a k-approximation algorithm for A. So
even for problems that are equivalent in terms of reductions, there may be big differences in
how well they can be approximated. For instance, Vertex Cover and Independent Set
are equivalent, but Vertex Cover has a 2-approximation algorithm, as we’ll see below,
while Independent Set does not have a k-approximation algorithm for any k (which we
won’t prove).

10.2 Vertex Covers

Vertex Cover: Given an undirected graph G, find a minimum cardinality vertex cover
(a C ⊂ V (G) such that C ∩ e 6= ∅ for all e ∈ E(G)).

Cover-from-Matching Algorithm

1. Greedily find a maximal matching M in G;

2. Return C =
⋃
e∈M

e.
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Theorem 10.1. The algorithm above is a 2-approximation algorithm.

Proof. The C returned by the algorithm is a vertex cover, because if there was an edge that it
did not cover, then that edge could be added to the matching, contradicting its maximality.
We have to show that if C∗ is a minimum vertex cover, then |C| ≤ 2|C∗|. Now C∗ must
cover every edge in the maximal matching M , and no vertex can cover more than one edge
of a matching, so |C∗| ≥ |M |. On the other hand, |C| = 2|M | by definition. Together this
gives |C| ≤ 2|C∗|.

10.3 Steiner Trees

Steiner Tree: Given an undirected graph G, weights w : E(G)→ R>0, and S ⊂ V (G),
find a minimum-weight tree T in G such that S ⊂ V (T ).

Steiner Tree Algorithm

1. Compute the graph of distances on S and call it G′;
(V (G′) = S, E(G′) = {s1s2 : s1, s2 ∈ S}, d(s1s2) = dG(s1, s2);

d(s1s2) is the length of the shortest s1s2-path in G with weights w; to compute this we replace

every undirected edge by two directed edges, then use Dijkstra since the weights are positive)

2. Find an MST T ′ on G′ with weights the distances d(uv);

3. Let H be the subgraph of G corresponding to T ′;
(i.e. H is constructed by taking for every uv ∈ E(T ) a uv-path of length d(uv))

4. Find an MST T of H; return T .

Here is an example of the algorithm in action, where the weights in G are all 1; in other
words, the graph is unweighted.

G

−→

G′

2

3

2

T ′

−→

G

H = T

In this case the last step was not really necessary, since H was already a tree itself. In fact,
when |S| = 3, this will always be the case. But here is an example with |S| = 4 where it is
not.
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G

−→

G′

3

4
4 4

4

4

T ′

−→

G

H

Here H has a 3-cycle, so to get a tree T we remove one edge from that cycle.

Theorem 10.2. The algorithm above is a 2-approximation algorithm.

Proof. The returned T is clearly a tree, and S ⊂ V (T ), so T is a Steiner tree. We need
to show that if T ∗ is a minimum weight Steiner tree, then w(T ) ≤ 2w(T ∗). This will take
several steps.
Let K be the graph obtained by doubling every edge in T ∗. Then the degree of every vertex
of K is even, so K has an Euler tour E (see section 5.3 of these lecture notes). Clearly
w(E) = w(K) = 2w(T ∗).
From E we construct a cycle E ′ in the distance graph G′ as follows. Let S = {s1, s2, . . . , sm},
where the si are numbered in the order in which they appear in E, starting from some arbi-
trarily chosen vertex. Also write sm+1 = s1. Then we take E ′ to be the cycle s1s2 · · · smsm+1

in G.
We observe that d(E ′) ≤ w(E). This follows from the fact that d(sisi+1) is the length of the
shortest path between si and si+1, which must be shorter than the path from si to si+1 in
E. So if we let Pi be the path from si to si+1 in E, then

w(E) =
∑

w(Pi) ≥
∑

d(sisi+1) = d(E ′).

Next we note that the cycle E ′ contains a spanning tree of G′ (remove any edge), which
means that d(T ′) < d(E ′). We also have w(H) ≤ d(T ′), since H is built out of paths Qe for
all e ∈ E(T ′), with w(Qe) = d(e), so

w(H) ≤
∑

w(Qe) =
∑

d(e) = d(T ′).

Finally we can put everything together:

w(T ) ≤ w(H) ≤ d(T ′) < d(E ′) ≤ w(E) = w(K) = 2w(T ∗).

So we actually proved that w(T ) < 2w(T ∗), but in the problem set we will see that the
number 2 cannot be improved on.

There are approximation algorithms for Steiner Tree with approximation factor < 2,
although they are not as simple as this one. The current best-known one was found in 2010
and has k = 1.39. I’m especially mentioning this because the authors, Byrka, Grandoni,
Rothvoß, and Sanità, were working at EPFL at the time!
On the other hand, it was proven that no k-approximation algorithm exists for k ≤ 1.0006
(unless P = NP).
Compare this to the situation for Vertex Cover: There is no algorithm known with k < 2,
so surprisingly the one we saw is the best that is known. It was also proven that k ≤ 1.36
is not possible (unless P = NP).
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10.4 Set Cover

We will consider the cardinality version of Set Cover here. In the last lecture we proved
that the weighted version is NP-hard, but this does not imply directly that the cardinality
version is too. It is, though, since in the proof we reduced Vertex Cover to an instance of
Set Cover which was actually an instance of the cardinality version. The algorithm given
here could be easily extended to the weighted version.

Set Cover: Given a finite set X, a set of subsets S = {Si}i∈I of X, find a minimum
cardinality J ⊂ I such that

⋃
j∈J Sj = X.

There is no approximation algorithm like for the previous examples, as the following theorem
states. It is called an inapproximability theorem. The proof is a bit too far afield, but in the
next lecture we will see the proof of an inapproximability theorem for TSP.

Theorem 10.3. There is no k-approximation algorithm for Set Cover for any k ∈ R.
Because of this fact, it would still be worth it to have an algorithm that approximates by a
factor f(n) (n = |X|) that grows slowly with n. Below we will see a greedy algorithm that
does this with f(n) = log(n). A more advanced approximability theorem states that this is
best possible, in the sense that there is no f(n)-approximation algorithm that grows more
slowly than c log(n) for some constant c.

Greedy Set Cover Algorithm

1. Let Y = X and J = ∅;

2. Pick Sj with maximum |Sj ∩ Y |;

3. Set J := J ∪ {j} and Y := Y \Sj;

4. If Y 6= ∅ go back to 2; else return J .

Theorem 10.4. The algorithm above is an H(n)-approximation algorithm, where n = |X|
and H(n) is the harmonic series H(n) =

∑n
i=1

1
i
, which has log(n) < H(n) < log(n) + 1.

Proof. We have to show that if J∗ is a minimum set cover, then |J | ≤ H(n) · |J∗|.
Let X = {x1, . . . , xn}, with the xi in the order in which the algorithm picked them. For j ∈ J
let Yj be the Y right before j was added, and for each xi ∈ Sj ∩ Yj, define ci = |Sj ∩ Yj|. In
other words, ci is the number of xk that became covered in the same step as xi. For instance,
if in a step x7, x8, x9 are all the elements that become covered, then c7 = c8 = c9 = 3. With
this definition we have

n∑
i=1

1

ci
=

∑
j∈J

∑
xi∈Sj∩Yj

1

ci
=

∑
j∈J

1 = |J |.

Consider the elements xi, . . . , xn. By the greediness, no Sj covers more than ci of these
n − i + 1 elements. Hence any set cover needs at least (n − i + 1)/ci sets to cover these
elements, so in particular

|J∗| ≥ n− i + 1

ci
.

Therefore

|J | =
n∑

i=1

1

ci
= |J∗| ·

n∑
i=1

1

n− i + 1
= |J∗| ·

n∑
k=1

1

k
= H(n) · |J∗|.
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